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ABSTRACT

This paper presents a mapping strategy for the control of a
signal-based digital synthesis model of the clarinet. This
strategy combines the use of a synthesis model based on
a physical model with the use of a signal model based
on additive synthesis. From the output of the physical
model, specific sound descriptors are extracted and used
to control an additive synthesis model based on the analy-
sis of natural sounds. This approach allows to benefit both
from the control quality of the physical modeling with the
sound quality provided by the additive resynthesis of nat-
ural sounds. However, some improvements are still re-
quired to better interface and set the two models, particu-
larly concerning transients.

1. INTRODUCTION

The control of self-sustained musical instruments such as
woodwinds is a challenging problem. The nonlinear na-
ture of their functioning implies that subtle variations of
the very small number of continuous parameters control-
led by the performer may have important effects on the
perceived timbre. Moreover, gesture capture devices have
been developed for some instruments such as the piano
whereas collecting performance datas from a wind instru-
ment player is a very difficult task to handle.

Synthesis models based on the physics of the instru-
ments have demonstrated their potential in terms of the
naturalness of the control, for now more than fifteen years.
This is largely because such models analytically link con-
trol parameters with physical continuous controls of the
performer such as blowing pressure or lip pressure on the
reed. However they somewhat lack naturalness in timbre:
they allow synthesis of the sound of a clarinet but not the
sound of this clarinet (which results from the unique com-
bination of a specific player and a specific instrument).

On the other hand, signal models based on the analysis
of natural sounds (such as additive analysis/resynthesis)
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offer the production of timbres perceptually identical to
natural sounds. However, these models lack ease of con-
trol, which can be achieved only at the price of building
and indexing additive databases (that represent as many
as real life situations as possible) and specific mapping
strategies. Another drawback is that the database indexing
is done with respect to ‘guessed’ controls obtained from
the database itself using interpolation mapping strategies,
and not with respect to the physical controls that are not
available. For instance, both Escher [1] and Ssynth [2] use
an additive database of sustained notes structured accord-
ing to ‘abstract parameters’: instrument (related to tim-
bre), performed pitch (related to mean fundamental fre-
quency) and performed dynamics (related to mean sound
level and to note brightness).

This paper presents an approach that intends to com-
bine the advantages of both physical models and signal
models by considering them as mapping layers of a syn-
thesizer. It consists first in replacing the physical model
sound output by a realtime sound descriptors extraction,
thus providing an objective link between the physical con-
trols and perceptually relevant features. Secondly, index-
ing the additive synthesis database with the ‘guessed’ con-
trols is replaced by indexing based on the sound descrip-
tors related to pitch, loudness and timbre. Sound is fi-
nally generated by additive synthesis. Ideally set, such a
physically-controlled additive resynthesis should result in
a sound that is perceptually identical to a natural sound
obeying the physical controls.

We now present and compare both synthesis models
(sec. 2). After developing the synthesis by physically-
controlled signal models and the selected sound descriptor
set (sec. 3), we will present our first results and discuss
various limitations of the approach and its actual imple-
mentation.. We will finally draw our first conclusions and
propose some solutions for further investigations (sec. 5).

2. PHYSICAL MODELS AND SIGNAL MODELS

Physical models takes the viewpoint of the performer and
the control. On the other hand, signal models take the
auditor viewpoint. In this section, we summarize both ap-
proaches in the case of clarinet.



2.1. Simplified physical model of the clarinet

The physical model used for the extraction of timbre de-
scriptors is made of three coupled parts. The first part is
linear and represents the bore of the instrument. The sec-
ond part expresses the reed channel opening, linked to the
reed displacement considered as a pressure driven mass-
spring oscillator. The third part couples the previous ones
in a nonlinear way. In what follows, we use dimensionless
variables for the pressure, flow, and reed displacement ac-
cording to [3].

2.1.1. Bore model

The bore is considered as a perfect cylinder of length L.
Under classical hypothesis, the input impedance Ze link-
ing the acoustic pressure Pe and flow Ue in the mouth-
piece in the Fourier domain is classically written as:

Ze(ω) =
Pe(ω)
Ue(ω)

= i tan(k(ω)L) (1)

The wavenumber k(ω) corresponds to the classical visco-
thermal losses approximation: the bore radius is large with
respect to the boundary layers thicknesses. Note that for
any flow signal, the acoustic pressure mostly contains odd
harmonics as the input impedance corresponds to that of a
quarter-wave resonator. At high frequencies, the increase
of losses taken into account in the wavenumber induces
non-zero impedance values for even harmonic frequen-
cies. Hence, if the flow contains high frequency even har-
monics, these will also appear in the pressure.

2.1.2. Reed model

The classical single mode reed model we use describes
the reed displacement x(t) with respect to its equilibrium
point when it is submitted to an acoustic pressure pe(t):

1
ω2

r

d2x(t)
dt2

+
qr
ωr

dx(t)
dt

+ x(t) = pe(t) (2)

where ωr = 2πfr and qr are respectively the circular
frequency and the quality factor of the reed resonance.
The reed displacement behaves like the pressure below the
reed resonance frequency, as a pressure amplifier around
the reed resonance frequency, and as a low-pass filter at
higher frequencies.

2.1.3. Nonlinear characteristics

The classical nonlinear characteristics used here is based
on the steady Bernoulli equation. It links the acoustic flow
(i.e. the product between the opening of the reed chan-
nel and the acoustic velocity) to the pressure difference
between the bore and player’s mouth. The reed channel
opening S(t) is expressed from the reed displacement by:

S(t) = Θ(1− γ + x(t)) · ζ · (1− γ + x(t))

where Θ denotes the Heaviside function whose role is
to keep the opening of the reed channel positive by can-
celling it when 1−γ+x(t) < 0. The parameter ζ charac-
terizes the whole embouchure and takes into account the
lip position and the section ratio between the mouthpiece
opening and the resonator. It is proportional to the square
root of the reed position H at equilibrium and inversily
proportional to the reed resonance frequency. Common
values of ζ for the clarinet are between 0.2 and 0.6. The
parameter γ is the ratio between the pressure pm inside the
player’s mouth (assumed to be slowly varying on a sound
period) and the static beating-reed pressure. In a lossless
bore and a massless reed model, γ evolves from 1

3 which
is the oscillation threshold, to 1 which is the extinction
threshold. γ = 1

2 corresponds to the position at which the
reed starts beating against the lay.

Since the reed displacement corresponds to a linear fil-
tering of the acoustic pressure, the reed opening mostly
contains odd harmonics. Nevertheless, the Θ function in-
troduces a singularity in S(t) for playing conditions (given
by ζ and γ) yielding a complete closing of the reed chan-
nel (dynamic beating-reed case). This leads to a sudden
rise of even harmonics in S(t) (saturating nonlinearity)
and the generation of high frequencies. The acoustic flow
is finally given by:

ue(t) = S(t) · sign(γ − pe(t)) ·
√
|γ − pe(t)| (3)

This nonlinear relation between pressure and opening
of the reed channel explains why the flow spectrum con-
tains all the harmonics.

2.1.4. Coupling of the reed and the resonator

Combining the impedance relation, reed displacement and
nonlinear characteristics, the acoustic pressure, acoustic
flow and reed displacement in the mouthpiece are solu-
tions of the coupled equations (1), (2) and (3). The dig-
ital transcription of these equations and the computation
scheme that explicitly solve this coupled system is achie-
ved according to the method described in [3], and im-
plemented for realtime synthesis as a Max/MSP external
written in C. The computation cost per sample of this sim-
plified physical model of the clarinet is: three multiplica-
tions/additions for the reed model, four multiplications/ad-
ditions for the resonator model and six additions, seven
multiplications and one square root for the explicit solu-
tion of the nonlinear system. This makes this cost negligi-
ble with respect to the cost of the additive synthesis.

2.1.5. External pressure

The external pressure is computed from the pressure and
the flow in the mouthpiece by the relation:

pext(t) =
d

dt
(pe(t) + ue(t))

since Pext(ω) = iω exp(−ik(ω)L)(Pe(ω) + Ue(ω)) and
exp(−ik(ω)L) can be ignored from a perceptual point of



view. This relation corresponds to the simplest approxi-
mation of a monopolar radiation. This expression shows
that in the clarinet spectrum, the odd harmonics are gen-
erated from both the flow and the pressure, while the even
harmonics mostly come from the flow. An interpretation
would be that the ratio between odd and even harmonics
is a signature of the nonlinearity ‘strength’.

2.2. Additive synthesis model in Ssynth

2.2.1. Control viewpoint and synthesis engine in Ssynth

Ssynth is a real time additive synthesizer with advanced
and flexible control functionalities that can synthesize poly-
phonic sounds and handles OSC control messages [2]. It
is as a further development of Escher [1], a system de-
veloped for studying gestural control in interpolation of
digital musical instruments playing. Considering the con-
trol viewpoint of synthesis in terms of design and imple-
mentation, Ssynth generates high quality sounds from an
additive database of instrumental sounds, providing co-
herent control and both interpolation and extrapolation of
musical playing of digital instruments.

Ssynth implements 3-order 1 polynomial phase mod-
els [4], with scalar and vectorized implementations (using
Altivec PowerPC and SSE2 for MacIntel). The additive
synthesis is implemented in C, and can be compiled as a
stand alone program or as a Pd object using the Pd sched-
uler to have output audio. Ssynth also uses various models
and conversion methods between various spectral enve-
lope models (formants, cepstrum, LPC coefficients) and
provide gestural control of the spectral envelope.

2.2.2. Modular mapping

Modularity is an important feature of digital musical in-
struments design. In order to reduce the great number
of additive synthesis control parameters to a smaller set,
Ssynth is designed with two parameter conversion layers.

The first mapping layer converts control parameters pro-
vided by the gestural transducer into ‘abstract’ parameters
(namely instrument, performed pitch and dynamics). This
imitative mapping is implemented as a set of Pd patches
and models the physical coupling between breath pres-
sure, lip pressure and/or fingering in the way they natu-
rally affect sound level, brightness and pitch modulations.

The second mapping layer lies within the additive syn-
thesizer. It navigates the additive database to find a param-
eter set that best reproduces a frame of sound for given
abstract parameters. The additive database is organized
as a 3-dimensional mesh according to each note’s per-
formed pitch (7 values), dynamics (3 values; related to
sound level and spectral centroid) and instrument (4 up
to now). The dynamics parameter controls both intensity
and brightness; it is however interesting to more directly
control the spectral envelope.

1 Though 1 and 2-order can be used to reduce the computational cost,
3-order is more suited to this case as it provides a better sound quality.

2.2.3. Morphing, interpolation, extrapolation

The sound database contains additive analysis and spec-
tral envelope models of wind, wood and brass instrument
tones (clarinet and oboe as in Escher, plus saxophone and
trumpet) from the McGill University master samples da-
tabase (MUMS) [5]. Morphing according to abstract pa-
rameters is provided in two steps.

First, interpolated/extrapolated additive frames are com-
puted as a weighting of pitch-shifted additive frames taken
from a set of neighbor notes with fundamental frequency
and dynamics of the same instrument. This is obtained
by generalizing the weighting of shared harmonic partials
from 2 sets [6] to L sets of frequency/amplitude trajec-
tories (see [2] for more details). The second step consists
in weighting interpolated/extrapolated frames obtained for
several instruments. Identical equations as those used in
[2] can be used. Note that the two steps are useful for bet-
ter understanding of morphing as well as for facilitating
the weighting of shared/non shared partials.

Morphing attack requires a time-warping of additive
data to provide better quality timbre of the morphed sounds.
Concerning extrapolation from the database, instead of us-
ing the four surrounding neighbors, we use the four near-
est neighbors (for each instrument). Then, partial weigh-
ting follows the same rules as interpolation, except that
weights are computed by linear extrapolation from the
four neighbors (instead of liner interpolation).

2.3. Physical models versus signal models

At least four criterion should be taken into account to
compare physical synthesis models and signal synthesis
models in the general case (cf. Tab. 1).

criterion physical model signal model
control ability identical arbitrary / imitative

mapping imposed free / imitative
interpolation param-dependent arbitrary / imitative

sound quality similar perceptually identical

Table 1. Comparing physical and signal models in terms
of control, mapping, interpolation and sound quality.

First, the control ability refers to the control quality of
the synthesis model: ease, naturalness and predictability
of control. Ideally, the gestural transducer provides iden-
tical physical control in terms of parameters, range and
behavior of parameters, haptics, etc. (not discussed in this
paper). Then, physical models have identical control abil-
ities as acoustical instruments, since the instrument physi-
cal elements and properties can be manipulated with phy-
sically meaningful parameters. Conversely, the control
ability of additive synthesis is arbitrary, as any gestural
parameter can be mapped to any synthesis parameter.

The second criterion is the mapping of gestural trans-
ducer to synthesis algorithm parameters. Without going
into details about terminology [7], we note that mapping
is imposed in physical models by the physics equation that



are modelled, whereas it is freely designed for additive
synthesis. However, imitative mappings provides similar
control ability by considering some of the control’s phys-
ical behaviour, for instance in terms of coupling [1].

The third criterion to compare both synthesis techniques
is the provided interpolation of parameters. Physical mod-
els allows for interpolating parameters that reflect the in-
strument physical structure (e.g. length, shape and mate-
rials). This has potential to changing pitch and timbre. On
the other hand, signal models provide interpolation of per-
ceptual parameters in arbitrary ways, which can hardly be
controllable using physical models. Once again, it makes
sense to use imitative interpolation of parameters to pro-
vide the possibility of similar results with both synthesis
techniques, and also for the sake of understandability.

Sound quality is the last and most obvious criterion. A
physical model will deliver a very realistic sound; how-
ever delivering a perceptually identical sound to a given
clarinet sound would require physical model inversion 2

and is still an open problem. On the other hand, a signal
model based on the analysis of natural sounds will then
deliver a perceptually identical sound, provided that it is
adapted to the analyzed sound (which is the case of addi-
tive model for the clarinet).

physical 
model

additive 
synthesis

feature 
extraction

wind 
controller

morpher

additive analysis 
database

soundsSsynth

L1
L2 L3a

L3b

Figure 1. Diagram of the physically-controlled synthesis,
interfacing a physical model and an additive synthesizer.

3. SYNTHESIS BY PHYSICALLY-CONTROLLED
SIGNAL MODELS

Built on physical and signal models, a new synthesis tech-
nique called ‘physically-controlled synthesis’ is described
and explained as a mapping strategy.

3.1. Rationale

We consider a performer which gestures are captured us-
ing an imitative gestural transducer, for instance a WX5
wind controller in the case of clarinet sound synthesis.
The idea of physically-controlled synthesis is to combine
the strengths of both synthesis methods (refer to Table 1)
in term of sound and control quality. The sound quality of
physically-controlled synthesis can benefit from perceptu-
ally identical resynthesis of a particular clarinet. The con-
trol quality of physically-controlled synthesis could bene-
fit from identical control ability as the real acoustical in-
strument (minus the controller quality), together with free-
dom and/or inventivity of the mapping design: imitative

2 Model inversion requires indepth knowledge of the instrument.

as in physical and signal models, or arbitrary as in sig-
nal models. Such a synthesizer would also allow for arbi-
trary interpolation/extrapolation of the instrument(s): for
instance by allowing to modify signal parameters — from
perceptually viewpoint or arbitrary — and/or physically
relevant parameters — like the instrument size, shape, etc.

3.2. Mapping in physically-controlled synthesis

Combining the two synthesis techniques that way can also
be considered as a mapping strategy, designed to derive
signal model controls from the gestural control and used
to refine the control ability of additive synthesis. Indeed, a
physically-controlled synthesizer combines synthesis mod-
els as follows: the physical model is interfaced to the ad-
ditive synthesizer Ssynth using sound descriptors. As de-
picted in Fig. 1, we identified 3 layers to map gestural
parameters to the effective sound synthesis.

The first layer (L1) maps gestural parameters to physi-
cally-informed synthesis parameters, more specifically to
the physical model input. Mapping issues for layer (L1)
are not developed here since this it is shared by any syn-
thesizer and mappings were already discussed for the phys-
ical model in [3] and for the additive synthesis in [1, 2].
The second layer (L2) is the first layer of the physically-
informed synthesis and corresponds to the sound descrip-
tors extraction (see sec. 3.3) from the output sound of the
physical model synthesis in the present example. The
third layer (L3) encapsulates the two sub-layers of the
additive synthesizer Ssynth (see sec. 2.2.2). The first
sub-layer (L3a) derives morphed additive frames from a
descriptors-driven navigation in the additive database. The
second sub-layer (L3b) is the sound synthesis engine, that
generates the digital sound samples from the morphed ad-
ditive parameters (see sec. 2.2.1).

The key point of physically-controlled synthesis resides
in interfacing the physical model with the additive synthe-
sizer. This interface is provided by sound descriptors re-
lated to perceptual features of sound (pitch, loudness, tim-
bre). As we wish to improve the control ability of sound
synthesis, realtime gestural control must be provided, re-
quiring realtime extraction of sound descriptors from the
physical model. Though analytical formulations of the
physical model in terms of additive synthesis exist and
could lead to sound descriptors extraction from the model
itself [8], these formulae are too restrictive from a per-
former’s viewpoint (non beating-reed, cf. sec. 2.1.3). For
that reason, they are extracted from the sound rather than
from the physical model. As sound descriptors extraction
is notoriously a critical task and can often be affected by
errors, specific strategies were developed (see sec. 3.4).

3.3. Using knowledge about clarinet timbre to select a
sound descriptors set

In the particular case of physically-controlled synthesis of
clarinet sounds, knowledge of acoustics used in the phys-
ical model design helps to specify a good set of sound



descriptors to start with. We now intuitively derive a set
of primary timbre descriptors from section 2.1.

First, the self-oscillation functioning induces: a perfect
harmonicity of the sound in the permanent regime, a play-
ing frequency that differs from the frequency of the first
impedance peak (see sec. 2.1.1) and depends on the con-
trol parameters ζ and γ values [9], as well as a loudness
and brightness depending on these two parameters.

For small losses in the bore i.e. at low frequencies
which are below the reed resonance frequency, the mouth-
piece pressure contains mostly odd harmonics, while the
mouthpiece flow contains both even and odd harmonics.
Hence the balance between odd and even harmonics in the
external pressure is mostly driven by the control parameter
ζ. The mouthpiece flow being proportional to the time-
varying reed channel opening (which is a low-pass res-
onant filter of the mouthpiece pressure), the mouthpiece
flow exhibits a formant with features linked to the reed
resonance features. Above the beating-reed threshold for
γ ' 0.5, the presence of an additional saturating nonlin-
earity — corresponding to the shock of the reed on the lay
— introduces a sudden rise of even harmonics in the time-
varying reed channel opening, and a decay of harmonics
amplitudes of the flow in 1/ω, generating additional high
frequency contents.

Most of these behaviors have been observed both on
synthesized sounds and on natural sounds played in labo-
ratory conditions by an artificial mouth [10].

Using this knowledge about clarinet timbre, we derive
a minimal control set of sound descriptors:

• fundamental frequency f0(k) ∈
[
0, Fs

2

]
,

• ratio of even/odd harmonics power re/o(k) ∈ [0, 1],
• intensity I(k) ∈ [0, 1],
• spectral centroid SC(k) ∈ [0, Fs

2 ],

with k the frame number, x(n) the current frame sound
samples with k Fs

Fd
−N/2 ≤ n ≤ k Fs

Fd
+N/2−1, Fs (resp.

Fd) the sampling rate or sound (resp. sound descriptors).
A more complete set would also contain a spectral en-

velope representation (for instance using antiformants) and
the asymptotic frequency decay of harmonics, computed
separately on odd and even harmonics. Indeed, it has been
shown that two different sets of control parameters could
lead to the same values of the spectral centroid (see [11]
for synthetic sounds and [10] for natural sounds).

3.4. Sound descriptors extraction

Sound descriptors can either be extracted from the sound
signal or from the additive representation of the sound, i.e.
amplitudes and frequencies of partials versus time. Since
this representation is the one used by the additive model,
the additive database can be expanded with the interface
sound descriptors computed. Right now, Ssynth only al-
lows for being controlled according to pitch, dynamics
(pp, mf and ff ) and instrument. A modification of dynam-
ics implies both a change in sound level and brightness (as
the spectrum gets enriched in higher harmonics for higher

dynamics), so the sound descriptors used to control are
fundamental frequency and something related to the spec-
tral centroid. Therefore, we had to add both spectral cen-
troid and even/odd harmonics power ratio in order to al-
low four 1-to-1 mappings in parallel. Sound descriptors
are then computed as:

re/o(k) =
∑H(k)

h=1 |ah(k)|2∑H(k)/2
h=1 |a2h−1(k)|2

I(k) =
1
N

√√√√H(k)∑
h=1

|ah(k)|2

HC(k) =
∑H(k)

h=1 ah(k) · fh(k)∑H(k)
h=1 ah(k)

with H(k) the number of partials and {ai(k), fi(k)} the
amplitudes and frequencies of partials.

As previously mentioned, sound descriptors are directly
extracted from the output signal of the physical model, us-
ing the usual windowing technique (1024 samples, 10 ms
hop size, Hanning window). The autocorrelation function
(ACF) of the signal AC(k) is used to extract the even/odd
harmonics power ratio. The main peak of the ACF (in 0)
is the energy of the signal on the given analysis window.
The second peak (at the index p1) is the energy of all har-
monics, and the peak located at p2 ∼ p1

2 is the energy of
even harmonics. Sound descriptors are then extracted as:

re/o(k) =
AC(p1)

AC(p1)−AC(p2)
(4)

I(k) =
1
N

√√√√√k+N/2−1∑
i=k−N/2

|x(i)|2 =
AC(0)
N

(5)

SC(k) =
1
N

∑N/2
l=0 l ·X (l, k)∑N/2
l=0 X (l, k)

with X(f, k) the signal’s short-term Fourier transform.
In any application using sound descriptors, the compu-

tation of such descriptors is a critical task that has to be ad-
dressed, as it can often be affected by errors, and therefore
result in erratic behaviour of the descriptor-driven compu-
tations. To avoid such situations, specific strategies were
developed. First, the peak piking is helped by a realtime
detection of the fundamental frequency. It is performed
with a zero-crossing method on a band-pass filtered ver-
sion of the physical model output around the fundamental
frequency given by the known MIDI pitch value.

Another concern is the strange behavior that may have
both the harmonic centroid (idem for the spectral cen-
troid) and even/odd balance for low level signals: the har-
monic and spectral centroid will reach Nyquist frequency,
whereas the even/odd ratio could be undefined (division
by 0). To avoid such situations, Beauchamp [12] proposed
to add a constant noted c0 at the denominator of the frac-



tion used to compute the centroid 3 , as follows:

HC(k, c0) =
∑H(k)

h=1 ah(k) · fh(k)

c0 +
∑H(k)

h=1 ah(k)

SC(k, c0) =
1
N

∑N/2
l=0 l ·X (l, k)

c0 +
∑N/2

l=0 X (l, k)
(6)
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Figure 2. Control data for ‘Pierre et le loup’ played on a
WX5: normalized air pressure (top), normalized lip pres-
sure (middle) and midi note (bottom).
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Figure 3. Sound descriptors for ‘Pierre et le loup’ synthe-
sized using the physical model: sound intensity computed
by RMS from Eq. (5) (top), spectral centroid from Eq. (6)
Eq. (middle), even/odd harmonic balance from Eq. (4)
(bottom).

The problem with such a formulations is that it induces
a bias in the spectral centroid, not only for low level sig-
nals but also for portions of interest of the signal. We

3 One may also consider adding a constant to the even/odd ratio, to
avoid undefined values. However, this situation does not occur so often
with the clarinet at its sound exhibits stronger odd than even harmonics.

therefore preferred to use a truncation according to a sim-
ilar constant c0 as follows:

HC(k, c0) =
∑H(k)

h=1 ah(k) · fh(k)

max
(
c0,
∑H(k)

h=1 ah(k)
)

SC(k, c0) =
1
N

∑N/2
l=0 l ·X (l, k)

max
(
c0,
∑N/2

l=0 X (l, k)
)

By doing so, the harmonic and spectral centroids are only
biased for low levels. Moreover, the same bias is applied
when computing sound descriptors on the physical model
output and on the additive database, which means that it
may not change the neighbor note search in the additive
database. Therefore, we consider these modifications of
computation method for the sound descriptors as mapping
strategy that mainly reduce the variation range of descrip-
tors for low levels.

4. DISCUSSION

4.1. First results

We ran a first series of tests, from single notes to series
of notes and musical sentences 4 . They were played on a
WX5 (see Fig. 2 for an example of raw normalized con-
trol data for an excerpt of ‘Pierre et le loup’). The physi-
cal model output sound was recorded and the control data
were stored as OSC messages together with their timing.
Since there are many mapping and control issues to deal
with before being able to use the synthesizer in realtime,
and for the sake of experiment reproducibility, we first
stored those data in files. Then, the sound descriptors were
extracted and converted to OSC messages that were sent
with proper timing to Ssynth.

We observed that the sound quality obtained in Ssynth
was not as good as with the ‘traditional’ imitative map-
ping. Indeed, the imitative mapping controls pitch and dy-
namics (so indirectly brightness) according to their mean
values along the note, and locally compensates fundamen-
tal frequency and sound level. Ssynth acts as an additive
sampler that smoothly interpolates between four additive
frames (producing 10 ms of sound). It also preserves the
frame-by-frame time unfolding, preserving in the mean-
time the variability of partials’ amplitudes and frequen-
cies. However, the variation with time of sound descrip-
tors is specific of each sound recorded. Then, using those
descriptors on a frame-by-frame basis to navigate in the
additive database may create too fast time variations (see
Fig. 4), resulting in morphing weights that vary too fast.

4.2. Limitations

As said in sec. 2.1, the physical model is not a complete
model of clarinet. It therefore simplifies some aspects
of the physics of the instrument: the dynamic behaviour

4 See http://www.music.mcgill.ca/musictech/spcl/
pcs-consonnes for more detailed information.
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Figure 4. Example of navigation in the additive database:
smooth trajectory with slow variations of sound descrip-
tor values, and erratic trajectory due to excessively fast
variations of sound descriptor values.

of any particular instrument is not precisely captured in
the mapping. This means that the additive synthesis will
tend to resemble this physical model, from additive data
taken from a real clarinet that will never really be percep-
tually identical. It can only be so in the sense of ‘instan-
taneous spectral timbre’. Second, the advantages of addi-
tive synthesis over physical modeling (e.g. reproducibil-
ity of recorded sounds, spectral control) mainly concern
sustained or slowly varying sound frames. It is less ad-
equate for reproducing and controlling impulsive or fast
transients. With this respect, the mapping between fast
transients tends to be the weakest part of physically-con-
trolled synthesis. This means that several improvements
will have to be made to support the idea that this new tech-
nique can provide perceptually identical re-synthesis.

4.3. Improvements and future works

The method presented here is, at this time, applicable in
the permanent regime or slowly varying situations. Sev-
eral ideas may later be investigated, dealing with improv-
ing the analysis quality of attacks with more adapted spec-
tral analysis, using better physical models, increasing the
additive database size, refining the strategy for search nei-
ghbor notes or frames in the database, and combining both
acoustical information from the physical model and the
additive synthesizer. We now detail the last four ideas.

First, we could use a less simplified physical model,
to provide more perceptually relevant clarinet sound de-
scriptors. For instance, enhanced models of the beating-
reed phenomenon could be used. Also, the roles played
by the network of toneholes are: closed network adds
periodic antiformants in the external spectrum while an
opened network adds a strong cut-off frequency.

Second, we could increase the database information,
by several means. For instance, having more attack types
analyzed (normal, staccato) would better represent the ad-

ditive frames of possible clarinet attacks. Also, refining
the database granularity with an additive frame every 5 ms
instead of 10 ms would be more realistic for the transients.
Another example resides in adding analyses from other
performers or othr clarinets, using other database such as
the RWC [13], MIS [14], SOL [15]. The processing of
transients will require additional timbre descriptors, such
as the attack time. More generally, non stationary situa-
tions may require to take into account not only the instan-
taneous values of timbre descriptors, but also their time
derivative, either within an additive frame or between two
frames. Then, such sound descriptors of the attack may
help to find a more suited additive frame to a given situ-
ation, but would at the same time require more complex
strategy for search neighbor frames in the database.

Another idea would consist in increasing in the data-
base the number of notes with different pitch (for each
dynamics), in order to better represent both the whole fre-
quency range of the clarinet and its register changes, and
the whole variation range and type of the sound descrip-
tors. A combination of those three ideas will offer a better
representation of the natural behavior of HC and re/o de-
pending on f0 and the dynamics, yielding to the use of
more adequate data to be interpolated by the control from
the physical model. Alternately, we could look for a better
understanding on how sound descriptors of a given frame
are affected when pitch-shifting this frame. This will lead
to rules about how to infer the sound descriptors from the
notes used to interpolate in the database.

The third idea would be to use other strategies for search-
ing neighbor frames according to f0, HC, re/o. One could
for example get rid of the time unfolding of additive frames:
Ssynth uses the (f0, dyn) map (organized as a 2D mesh
with clear quadrants), representing notes by means of in-
tended f0 and dynamics. It therefore is simpler to synthe-
size preserving time unfolding as the (f0, dyn) is regu-
larly sampled. However, both the (f0, HC) and (f0, re/o)
meshes vary quite a lot during a database note. Then they
vary a lot from one frame to another, and their mean values
on a note would not adequately represent the range of their
variation. It then could make sense to remove time axis
and to search in all possible neighbor frames. Another
idea of other mapping strategies would be to use a neigh-
bor search in the (f0, HC, re/o) 3D map instead of a 2D
map neighbor search, either on (f0, HC) or on (f0, re/o).
This last solution was chosen in a first step for the sake
of simplicity because Ssynth is based on (f0, dyn). Vari-
ous modifications are required for the synthesizer to sup-
port 3D neighbor search. One could also use different
strategies for searching neighbor frames/notes depending
on what synthesize: attack or sustain, possibly providing
more realistic attack transients.

Fourth, one could also consider merging somehow the
acoustic outputs from both the physical model and the ad-
ditive synthesis model, instead of discarding the former,
and see if it results in a more effective framework.For ex-
ample the sound output of the physical model could be
kept in transient situations and the signal model used for



slowly varying situations. This however requires satisfac-
tory morphing strategies and better understanding of the
physically-controlled synthesis itself first, as the more the
two synthesizer outputs differ, the more morphing their
output sound is difficult.

5. CONCLUSIONS

In this paper, we introduced the physically-controlled syn-
thesis, a way to combine two synthesizers in order to keep
advantages of both: a physical model for its control qual-
ity, and an additive resynthesizer for its sound quality.
Fundamentals of the two synthesizers were presented. We
then explained how to interface them in order to get sound
synthesis. A first key point resides in the choice of the
sound descriptor set that interfaces the two synthesizers,
which can then be seen as two layers of a mapping strat-
egy. During our first tests, it appeared that simply interfac-
ing the two synthesizers with four 1-to-1 mappings of fun-
damental frequency, sound intensity, even/odd harmonics
power ratio and spectral centroid is not enough. More re-
fined mapping strategies are required.

Some ideas to investigate in the near future consists in
better taking into account transients, for instance by us-
ing different strategies depending on the note portion; to
develop some synthesis-by-rule where Ssynth’s morphing
strategies will need to be adapted in order to get a better
match between outputs of the physical model and the ad-
ditive synthesizer. For example, fundamental frequency
and sound intensity could still be controlled on a frame-
by-frame basis; whereas timbre parameters (even/odd bal-
ance and spectral centroid) should be used with constraints
on the regularity of their frame-to-frame variation (using
sound features derivative, or removing time-unfolding de-
pendency for search neighbor frames).
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la Recherche sur la Société et la Culture), the NSERC
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